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Parallel programming 

First semester –Fourth stage 

Assist. Prof. Dr. Nada Hussein M. Ali 

Lecture 1 

1. Basic Concepts 

Core is used for single computing units. 

Multicore is used for the entire processor having several cores. 

 

Parallel computing is a form/type of computation in which many 

calculations are carried out simultaneously. Operating on the principle that 

large problems can often be divided into smaller ones, which are then 

solved at the same time. 

A process can be thought of as an instance of a running program. Each 

process is an independent entity to which system resources such as CPU 

time, memory, etc. are allocated and each process is executed in a separate 

address space. 

A thread uses the same address space of a process. A process can have 

multiple threads. A key difference between processes and threads is that 

multiple threads share parts of their state.  

 Figure (1) shows the diagrams for process state and multithreaded process 

                                                          

 
 

a) Process                                        b) multithreaded  process  

 

Figure (1) The process state for single and multithreaded process. 

 

https://en.wikipedia.org/wiki/Computing
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A first step in parallel programming is the design of a parallel algorithm or 

program for a given application problem. The design starts with the 

decomposition of the computations of an application into several parts, 

called tasks. 

 

Task granularity: The size of tasks (e.g., in terms of the number of 

instructions) and there is typically the possibility of choosing tasks of 

different sizes. 

 

Scheduling: is the assignment of tasks to processes or threads and fixes the 

order in which the tasks are executed. Scheduling can be done by hand in 

the source code or by the programming environment, at compile time or 

dynamically at runtime. 

 

Mapping: is the assignment of processes or threads onto the physical units, 

processors or cores, and it is usually done by the runtime system but can 

sometimes be influenced by the programmer. 

 

Parallel programs need synchronization and coordination of threads and 

processes in order to execute correctly. 

 

Parallel execution time: which consists of the time for the computation 

on processors or cores and the time for data exchange or synchronization. 

The parallel execution time should be smaller than the sequential execution 

time on one processor so that designing a parallel program is worth the 

effort. 

 

Idle times:  in which a processor cannot do anything useful, but wait for 

an event to happen. 

 

A smaller parallel execution time results when the work load is assigned 

equally to processors or cores, which is called load balancing, and when 

the overhead for information exchange, synchronization, and idle times is 

small. 
 

2. Types of Parallel Programming 

Parallel processing can be subdivided into two groups, either task based or 

data based   



Dr. Nada Hussein                                                                                                                  Parallel Programming   

 

3 
 

a) Task based: In this type every processor in the system will execute 

different job or tasks in a parallel way. For example, consider the 

word processor application program, printing thread is the 

responsibility for one thread  while  a Spell Checking is run by other 

processors at the same time. Each thread is considered as an isolated 

task.  

 

b) Data based: In this type, the same task is executed, but over 

different data sets. The first step is to subdivide the load of the data 

above several processors. For example, to convert a color image to 

gray scale image, the image is divided into two halves. In the dual 

core system, the upper half will of image is converted by the first 

processor while the lower half is converted by the second processor, 

thus, the processing will decrease the time to the half. In the systems 

which have more than two processors, the time is decreased as much 

as CPUs the system has. 

 

3. Shared memory or distributed memory models 
 

 In the Shared memory ; in case of desktop or laptop computers;  there 

is only one memory units and multiprocessing units, all processors in this 

model have the right to access to the memory unit which is shared between 

them. While in the distributed model; as in the computer cluster; every 

multiple processing units have their own memory unit to store data in. In 

this model the information is passed between these units. One may define 

the computer clusters as a separated unit of computers which are connected 

through the network and are considered as a single unit system. The 

underlying architecture can be shared memory UMA (Uniform Memory 

Access) or distributed memory NUMA (Non Uniform Access ) as 

illustrated in Figure 2. 

 

Each processor of an UMA  or share memory needs its own private cache 

if it is to be fed quickly; hence, not all memory is shared. 
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a) UMA                                                                                  b) NUMA 

 

Figure (2): Shared (UMA) and distributed (NUMA) memory models. 

 

4. Flynn's Classical Taxonomy 

 There are different ways to classify parallel computers.  

 One of the more widely used classifications, in use since 1966, is 

called Flynn's Taxonomy.  

 Flynn's taxonomy distinguishes multi-processor computer 

architectures according to how they can be classified along the two 

independent dimensions of Instruction Stream and Data Stream. 

Each of these dimensions can have only one of two possible states: 

Single or Multiple.  

 Figure (3) shows graphically the four possible classifications 

according to Flynn diagram. 

 

Figure(3):  The Flynn's diagram 
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The Flynn’s taxonomy, has these categories: 

 SISD (Single Instruction Stream/Single Data Stream) This model 

has a single instruction stream and data stream and describes the 

architecture of a computer with a single core processor. 

 

 SIMD (Single Instruction Stream/Multiple Data Streams) This 

model has a single instruction stream and multiple data streams. The 

model applies the instruction stream to each of the data streams. 

Instances of the same instruction stream can run in parallel on 

multiple processor cores, servicing different data streams. For 

example, SIMD is helpful when applying the same algorithm to 

multiple input values. 

 

 MISD (Multiple Instruction Streams/Single Data Stream) This 

model has multiple instruction streams and a single data stream and 

can apply multiple parallel operations to a single data source. For 

example, this model could be used for running various decryption 

routines on a single data source. 

 

 MIMD (Multiple Instruction Streams/Multiple Data Streams) 
This model has both multiple instruction streams and multiple data 

streams. On a multicore computer, each instruction stream runs on a 

separate processor with independent data. This is the current model 

for multicore personal computers. 

 

The motivations for parallel processing can be summarized as follows: 

1. Higher speed, or solving problems faster. This is important when 

applications have “hard” or “soft” deadlines. For example, we have 

at most a few hours of computation time to do 24-hour weather 

forecasting or to produce timely tornado warnings. 

2. Higher throughput, or solving more instances of given problems. 

This is important when many similar tasks must be performed. For 

example, banks and airlines, among others, use transaction 

processing systems that handle large volumes of data. 

3. Higher computational power, or solving larger problems. This 

would allow us to use very detailed, and thus more accurate, models 

or to carry out simulation runs for longer periods of time (e.g., 5-

day, as opposed to 24-hour, weather forecasting). 
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5- Effectiveness of Parallel processing 
 

 

We will be using certain measures to compare the effectiveness of 

various parallel algorithms or architectures for solving desired problems. 

The following definitions and notations are applicable 

 

𝑝                          Number of processors 

𝑊(𝑝)              Total number of unit operations performed by the p 

processors; this is often  

                         referred to as computational work or energy 

𝑇(𝑝)                 Execution time with p processors; clearly: 

                            𝑇(1) = 𝑊(1)  𝑎𝑛𝑑 𝑇(𝑝) ≤ 𝑊(𝑝)     

𝑆(𝑝)                 Speed-up =
𝑇(1)

𝑇(𝑝)
 

 

𝐸(𝑝)               Efficiency = 
𝑇(1)

𝑃∗𝑇(𝑝)
 

 

𝑅(𝑝)             Redundancy = 
𝑊(𝑝)

𝑊(1)
 

 

𝑈(𝑝)            Utilization =
𝑊(𝑝)

𝑝∗𝑇(𝑝)
 

 

𝑄(𝑝)            Quality = 
𝑇3(1)

𝑝∗𝑇2(𝑝)∗𝑊(𝑝)
 

 

Example. Finding the sum of 16 numbers can be represented by the 

binary-tree computation graph of Figure 4 with T(1) = W(1) = 15. 

Assume unit-time additions and ignore all else. With p = 8 processors, we 

have 
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Figure 3: Computation graph for finding the sum of 16 numbers 

 

                W(8) = 15                      T(8) = 4                     E(8) = 15/(8 4) = 

47% 

      S(8) = 15/4 = 3.75        R(8) = 15/15 = 1        Q(8) = 1.76 
 

Essentially, the 8 processors perform all of the additions at the same tree 

level in each time unit, beginning with the leaf nodes and ending at the 

root. The relatively low efficiency is the result of limited parallelism near 

the root of the tree. 
 

Speedup 

 
Speedup is the expected performance benefit from running an 

application on a multicore versus a single-core machine. When speedup is 

measured, single-core machine performance is the baseline. For example, 

assume that the duration of an application on a single-core machine is six 

hours. You might expect that an application running on a single-core 

machine would run twice as quickly on a dual-core machine, and that a 

quad-core machine would run the application four times as fast. But that’s 

not exactly correct. 

 

Here are some of the limitations to linear speedup ( full parallelization) of 

parallel code:  
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■ Serial code 

■ Overhead from parallelization 

■ Synchronization 

■ Sequential input/output 

 

Predicting speedup is important in designing, benchmarking, and testing 

your parallel application. Fortunately, there are formulas for calculating 

speedup. One such formulas  are  Amdahl’s Law and Gustafson’s Law. 

 

 Amdahl’s Law  

It calculates the speedup of parallel code based on three variables: 

■ Duration of running the application on a single-core machine 

■ The percentage of the application that is parallel 

■ The number of processor cores 
 

Speedup =
1

1−P+ (
P

N
)
 

 
 P : is the percent of the application that runs in parallel. 

 N : is the number of processor cores. 

 

Example : suppose you have an application that is 75 percent parallel and 

runs on a machine with three processor cores. The first iteration to 

calculate Amdahl’s Law is shown below. In the formula, P is .75 (the 

parallel portion) and N is 3 (the number of cores). 

Speedup = 
1

(1−0.75)+(
0.75

3
)
  =2 

The application will run twice as fast on a three processor-core machine. 
 

 Gustafson’s Law 

You may have an application that’s split consistently into a sequential and 

parallel portion. Amdahl’s Law maintains these proportions as additional 

processors are added. The serial and parallel portions each remain half of 

the program. But in the real world, as computing power increases. 

Amdahl’s Law does not account for the overhead required to schedule, 

manage, and execute parallel tasks. Gustafson’s Law takes both of these 

additional factors into account. Here is the formula to calculate speedup by 

using Gustafson’s Law. 

 

Speedup =  
𝑆+𝑁(1−𝑆)

𝑆+(1−𝑆)
−  𝑂𝑛         

In the above formula, S is the percentage of the serial code in the 

application, N is the number of processor cores, and On is the overhead 

from parallelization. 
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6- The Fork/Join Execution Model  

     In this type of models the program starts executions with main thread 

which is called master thread in a sequential manner. When a parallel 

directive is faced by that thread, then the program is forked into multiple 

parallel regions for execution by a team of threads. After the complete 

execution of parallel region, the threads in the team join again at an implicit 

barrier and the master thread is the only one that continues for program 

execution. 

     The fork-join model working in nested way, if it is needed. In other 

word, if the parallel region presently works with the thread team and any 

one of these thread faced another parallel region, then the forked execution 

again. In this manner another thread team is created for the new region and 

so on. After finishing the parallel execution, the thread team is again joined 

to the main thread and continue execution. Figure(4) shows the Fork/Join 

structure. 

 The fork-join model of parallel execution work as follows: 

 All programs start as a single process in which the master thread 

executes sequentially until the first constructed parallel region is 

encountered.  

 

 FORK: the master thread creates a team of parallel threads.  

 The statements in the program that are enclosed by the constructed 

parallel region are  executed in parallel among the various team 

threads.  

 JOIN: When the team threads complete the statements in the 

constructed parallel region, they synchronize and terminate leaving 

only the master thread.  

 The number of parallel regions and the threads that involve them are 

arbitrary. 

 
 

 

 

 

 

 

 

 

 

 

 

 

 

Figure (4) Fork-Join Model 
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1. Introduction to OpenMP 

     OpenMP (Open Multi-Processing) is an API that supports multi-platform shared 

memory multiprocessing programming. Currently, OpenMP is supported in three 

programming languages: C, C++ and FORTRAN on most processor architectures and 

operating systems ,the OpenMP program executes according to a fork-join model. It 

consists of the following:  

 

 A set of compiler directives (statements that you add to your C code) that 

are incorporated at compile-time to generate a multi-threaded version of 

your code. 

 A small set of library routines used to express shared memory parallelism. 

The library routines can be used to get finer control over the execution of 

the threads. 

 Environment variables that influence run-time behavior.  

 

OpenMP offers the following specific advantages: 

 Ability to implement parallelism in segments. 

 Small segments of the application may be parallelized independently. 

 Requires small to moderate increase in code size. 

  Increase in code size depends upon the extent of changes required for 

parallel scalability. 

 Availability of rich application development and debugging tools 

 Portability.  

 OpenMP makes use of compiler directives and some simple library calls. 

The directives are automatically ignored if the compiler does not support 

OpenMP.  

http://en.wikipedia.org/wiki/Application_programming_interface
http://en.wikipedia.org/wiki/Shared_memory
http://en.wikipedia.org/wiki/Shared_memory
http://en.wikipedia.org/wiki/Multiprocessing
http://en.wikipedia.org/wiki/Processor_architecture
http://en.wikipedia.org/wiki/Operating_system
http://en.wikipedia.org/wiki/Environment_variable
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By using OpenMP, the programmer can write code that will be able to use all cores on 

a multicore computer and will be run faster if the number of cores is increased. 

2.OpenMP API 

The OpenMP API (Application Program Interface,) is a set of compiler directives 

and a small set of library routines used to express shared memory parallelism. The 

directives provide sufficient support to program parallel execution threads. The library 

routines can be used to get finer control over the execution of the threads. Figure 1 

demonstrates the structure of OpenMP model. While Figure (2) shows how OpenMP 

APIs are represent in the computer. The OpenMP is comprised of three primary API 

components: 

 Compiler Directives 

 Runtime Library Routines 

 Data environment 

 

 

 

 

Figure (1): OpenMP main structure language. 
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Figure (2): OpenMP  APIs layout 

 

 OpenMP Setting in Microsoft Visual Studio  

OpenMP is an explicit parallelism (not automatic) programming model, offering the 

programmer full control over parallelization.  Parallelization can be as simple as taking 

a serial program and inserting compiler directives, or as complex as inserting 

subroutines to set multiple levels of parallelism, locks and even nested locks.  

 

To use OpenMP with Visual Studio, it will need:  

1. Visual Studio Professional or better.  

2. A multi-processor or multi core system to see speed improvement.  

3. An algorithm to parallelize. 

 

The following steps explain OpenMP setting in Microsoft Visual Studio:  

1. Include <omp.h>  

2. Enable OpenMP compiler switch in Project Properties  

3. That's all. 

Figure (3) shows the setting of OpenMP Project Properties 
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Figure (3): Enabling OpenMP in Visual Studio. 

4.  Library Routines 

OpenMP also has a set of runtime routines that are useful for writing OpenMP 

applications. There are three broad classes of routines available: execution environment 

routines, lock/synchronization routines, and timing routines. The following list 

summarizes the runtime library calls. 

 
 omp_get_num_threads() 

Returns the number of threads in the team executing the parallel region from 

which it is called. When called from a serial region, this function returns 1. A 

nested parallel region is the same as a single parallel region. 

 omp_set_num_threads() 

Sets the number of threads to use for the next parallel region. This or function 

can only be called from a serial region of code.  

 

 omp_get_thread_num()  

Returns the thread number within the team. The thread number lies between 0 

and omp_get_num_threads()-1.  
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 omp_get_max_threads() 

This routine returns an upper bound on the number of threads that could be used 

to form a new team if a parallel region without a num_threads clause were 

encountered after execution returns from this routine. 

 omp_get_num_procs() 

The omp_get_num_procs routine returns the number of processors available to 

the device. 
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5. OpenMP Directives 

 In C/C++, OpenMP directives are specified by using the 

#pragma mechanism provided by the  C and C++ standards. The 

syntax of an OpenMP directive is formally specified as follows: 

 

#pragma omp directive-name [clause[ [,] 

clause]...] 

 

                               Where clause is one of the following: 

if(scalar-expression)   
num_threads(integer-expression) 
default(shared | none)  
private(list) , 
firstprivate(list) 
shared(list)  
copyin(list)  
reduction(operator: list) 

 

 Function prototypes and types in the file: 

                                   #include <omp.h> 

 The parallel pragma directive 

The parallel pragma starts a parallel block. It creates a team of N threads, 

where N is determined at runtime, usually from the number of CPU cores. 

 

Example 

#pragma omp parallel 
  printf("hello"); 
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If N=3 ,the output result will print three time 

“hello” 

Example 

 

#include <omp.h> 
#include <stdio.h> 
int main() { 

                    #pragma omp parallel 
                    printf("hello from %d of %d\n", 
omp_get_thread_num(), omp_get_num_threads()); 

} 
If N=2 the output will be:  

hello from 0 of 2 

hello from 1 of 2 

 

If N=3 The output will be : 

hello from 2 of 3 

hello from 0 of 3 

hello from 1 of 3 
 

Example 

Write a multithreaded program where each thread prints “hello 

world”. 

 

#include <omp.h> 
void main() 
{ 
   #pragma omp parallel   // Parallel region with 
default number of threads 
  { 
       int ID = omp_get_thread_num(); 
      printf(“ hello(%d) ”, ID); 
                    printf(“ world(%d) \n”, ID); 

  } // End of the Parallel region 

} // End of main program 

Sample output will be 

hello(1) hello(0) world(1) world(0) 

hello (3) hello(2) world(3) world(2) 
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 If clause (scalar-expression) 

It is a conditional parallel execution  

 
#include <omp.h> 
#include<iostream> 
using namespace std; 
#include <stdio.h> 
#include <conio.h> 
void main() 
{ 
 int n=0; 
 cin>>n; 
 omp_set_num_threads(5); 
  #pragma omp parallel if (n>1000) { 
printf("hello");}  

 } 
If the condition not satisfied then the execution will be sequential 

otherwise it will be parallel   

   The output will be  “hello  hello  hello  hello  hello” 

 

 num_threads(integer-expression) 

You can explicitly specify the number of threads to be created in the 

team, using the num_threads attribute; in other word the setting during 

the run time. 

   #pragma omp parallel num_threads(3) 

 

 Parallel Loops directive 

 

 The loop work sharing construct splits up loop iterations among the 

threads in a team, it creates an SPMD or “Single Program Multiple 

Data” program” i.e., each thread redundantly executes the same 

code. 
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 The syntax of the loop construct is as follows: 

 
#pragma omp for [clause[[,] clause] ... ] 
new-line 

for-loops 
 

where clause is one of the following: 
private(list) 
firstprivate(list) 
lastprivate(list) 
reduction(operator: list) 
schedule(kind[, chunk_size]) 
ordered 

                 nowait 
 

 Make the loop iterations independent .So they can safely execute in 

any order without loop-carried dependencies 

 

 Example 

 

 
// assume N=12 
#pragma omp parallel 
#pragma omp for 
for(i = 1, i < N+1, i++) 

             c[i] = a[i] + b[i]; 
 
Or the above code could be rewritten as: 
 

// assume N=12 
#pragma omp parallel  for 
for(i = 1, i < N+1, i++) 

             c[i] = a[i] + b[i]; 
 
 
Parallel for divides the work of the for-loop among the threads of the 

current team. It does not create threads, it only divides the work amongst 

the threads of the currently executing team. 
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 Reduction  

The reduction clause of parallel makes the specified variable private to 

each thread combines private results on exit. The reduction is used to 

overcome the race condition problem. 

 

Race condition:  when updates the value to the variable in the shared 

system memory and while it is updating the value, another thread request 

access is unable to update the shared memory during this process – 

leading to a wrong final value of the shared memory variable. 

 

Example: 

double ave=0.0, A[MAX]; int i; 
#pragma omp parallel for reduction (+:ave) 
for (i=0;i< MAX; i++) { 
ave + = A[i]; 
} 
ave = ave/MAX; 
 
 

Mathmatic operators  Logical and bit wise operators 

Operator 

Initial value 

Operator 

Initial value 

 Operator 

Initial value 

Operator 

Initial value 

+ 0  & 1 

* 1  | 0 

- 0  ^ 0 

   && 1 

   || 0 
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Variables within parallel regions can be broadly defined as: 

1. Private Variables: These are explicitly declared at the beginning of 

the parallel region that are local/specific to each thread (cannot be 

accessed by other worked threads). Each thread creates its own local 

copy. Completely eliminates the problem of race conditions (race 

condition: one thread accesses the variable before another worker 

thread). By default: variables declared inside a parallel block are 

private. 

2. Shared Variables: These can also be explicitly declared at the 

beginning of the parallel region. These variables will have shared 

access to the same memory variable by all the worker threads. By 

default: all variables defined outside a parallel block are shared. 

3. The default clause: The most useful purpose on the default clause is 

to check whether you have remembered to consider all variables for 

the private/shared question, using the default(none) setting. 

 

#pragma omp parallel default(none) 

shared(b)private(a) 

 { 

   b += a; 

 } 
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 Using the nowait clause 

If there are multiple independent loops within a parallel region, it can be 

used nowait clause to avoid the implied barrier at the end of the for 

directive as follow: 

 

Example 

 
             #pragma omp parallel 
                { 

                   #pragma omp for nowait 

                       for(i=0;i<n;i++) 

                           b[i]=(a[i]+a[i-

1])/2.0; 

                  #pragma omp for nowait 

                       for(i=0;i<m;i++) 

                           y[i]=sqrt(z[i]); 

               } 

 

                  

The following example doesn’t work well since the results of the second 

loop depend on the results of the first loop, this will lead that the second 

loop results will be wrong since the first loop execution results not 

completed.    

Example 

 
             #pragma omp parallel shared(n,a,b)  
private (i) 

                { 

                   #pragma omp for nowait 

                       for(i=0;i<n;i++) 

                           a[i]=i; 

                  #pragma omp for nowait 

                       for(i=0;i<n;i++) 

                           y[i]=sqrt(a[i]); 

               } 

6. Synchronization 

 Synchronization is used to impose order constraints and to  protect 

access to shared data. The following sections describe : 
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• the master construct. 

• the critical construct. 

• the barrier construct. 

• the atomic construct. 

• the ordered construct. 

• the single construct 

  Master Construct 

The master construct denotes a structured block that is only executed by the 

master thread. The other threads just skip it (no synchronization is implied). 

 

#pragma omp master  

   structured-block 

Other threads in the team do not execute the associated structured block. 

There is no implied barrier either on entry to or exit from the master 

construct. 

Example: In the following example only the master process will be 

responsible to print the    

                      numbers of the processors in the team (nthreads). 

 

#include <omp.h> 
#include<stdio.h> 
int main() 
{ 
  int tid,nthreads; 
  #pragma omp parallel 
  { 
    tid=omp_get_thread_num(); 
    printf(“thread %d  \n”,tid ); 
    #pragma omp master 
    { 
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      nthreads = omp_get_num_threads(); 
      tid=omp_get_thread_num(); 
    printf(“ Total thread = %d   master thread 
ID=%d \n”, nthread, tid); 
      cout << "There are " << nthreads << " 
threads" << '\n'; 
    } 
  } 
  return 0; 

Suppose there are 4 processors to work in the parallel region, the master 

thread is the first, thus the output of the above program will be: 

4 

2 

1 

3 

Total thread=4   master thread ID=1 
There are 4 threads 

 

 critical Construct 

The critical construct restricts execution of the associated structured block 

to a single thread at a time. In other word, the critical construct is a Mutual 

exclusion: Only one thread at a time can enter a critical region. 

 

Example 

float res; 
#pragma omp parallel 
{    float B; int i, id, nthrds; 
id = omp_get_thread_num(); 
nthrds = omp_get_num_threads(); 
for(i=id;i<niters;i+nthrds)   { 
B = big_job(i); 

                #pragma omp critical  // Threads wait 
their turn only one at a time calls consume 

consume (B, res);  
 } 

                        } 
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 The barrier construct. 

The barrier construct specifies an explicit barrier at the point at which the 

construct appears. The syntax of the barrier construct is as follows: 

 

#pragma omp barrier new-line 

Because the barrier construct is a stand-alone directive, there are some 

restrictions on its placement within a program: 

 The barrier directive may be placed only at a point where a base 

language statement is allowed. 

 The barrier directive may not be used in place of the statement 

following an if, while, do, switch, or label. 

 The binding rules call for a barrier region to bind to the closest 

enclosing parallel region. 

Example 

In the following example, the call from the main program to sub2 is 

conforming because the barrier region (in sub3) binds to the parallel 

region in sub2. The call from the main program to sub1 is conforming 

because the barrier region binds to the parallel region in subroutine sub2. 

 

void work(int n) { } 

void sub3(int n) 
{ 
work(n); 
#pragma omp barrier 
work(n); 
} 
void sub2(int k) 
{ 
#pragma omp parallel shared(k) 
sub3(k); 
} 
void sub1(int n) 
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{ 
int i; 
#pragma omp parallel private(i) shared(n) 
{ 
#pragma omp for 
for (i=0; i<n; i++) 
sub2(i); 
}  } 
int main() 
{ 
sub1(2); 
sub2(2); 
sub3(2); 
return 0; } 
 

 atomic Construct 

The atomic construct ensures that a specific storage location is accessed 

atomically, rather than exposing it to the possibility of multiple, 

simultaneous reading and writing threads that may result in indeterminate 

values. The advantage of using atomic construct is to avoid race conditions 

(simultaneous updates of an element of x by multiple threads). 

 

Example 

#pragma omp parallel 
{ 
double tmp, B; 
B = DOIT(); 
tmp = sum(B); 
#pragma omp atomic 
X += tmp 
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 The ordered construct. 

 

The ordered construct specifies a structured block in a loop region that 

will be executed in the order of the loop iterations. This sequentializes and 

orders the code within an ordered region while allowing code outside the 

region to run in parallel. The syntax of the ordered construct is as follows: 

 

#pragma omp ordered new-line 

structured-block 

 

 

An example of the usage of this clause and the associated construct is 

shown in the code fragment in the following example. Note that the 

schedule(runtime) clause is used to control the workload distribution at run 

time. The ordered clause informs the compiler of the ordered construct in 

the #pragma omp parallel for loop, which is used here on a print statement 

to ensure that the elements a[i] will be printed in the order i = 0, 1, 2, ..., n-

1. The updates of the elements a[i] of array a can and might be processed 

in any order.  

#pragma omp parallel for default(none) 
ordered schedule(runtime) \ private(i,TID)            
shared(n,a) 
for (i=0; i<n; i++) 
{ 
TID = omp_get_thread_num(); 
printf("Thread %d updates a[%d]\n",TID,i); 
a[i] += i; 
#pragma omp ordered 

{printf("Thread %d prints value of a[%d] = 
%d\n",TID,i,a[i]);} 
} /*-- End of parallel for --*/ 

 

 

The output obtained using four threads and n = 9 is shown. Environment 

variable omp_schedule is a dynamic workload distribution for the #pragma 
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omp for loop with the ordered section within the loop. The second printf 

statement (the one within the ordered construct) is printed in sequential 

order. 

 

 

Thread 0 updates a[3] 
Thread 2 updates a[0] 
Thread 2 prints value of a[0] = 0 
Thread 3 updates a[2] 
Thread 2 updates a[4] 
Thread 1 updates a[1] 
Thread 1 prints value of a[1] = 2 
Thread 3 prints value of a[2] = 4 
Thread 0 prints value of a[3] = 6 
Thread 2 prints value of a[4] = 8 
Thread 2 updates a[8] 
Thread 0 updates a[7] 
Thread 3 updates a[6] 
Thread 1 updates a[5] 
Thread 1 prints value of a[5] = 10 
Thread 3 prints value of a[6] = 12 
Thread 0 prints value of a[7] = 14 
Thread 2 prints value of a[8] = 16 
 

 Single construct 

 The code inside single constructed is executed by one thread only, It 

does not state which thread should execute the code block; indeed, 

the thread chosen could vary from one run to another. 

 All other threads will skip the single region and stop at the barrier at 

the end of the single construct until all threads in the team have 

reached the barrier. 

 

 

Example: Only one thread initializes the shared variable a. 

 

#pragma omp parallel shared(a,b) private(i) 
{ 
#pragma omp single 
{ 
a = 10; 
printf("Single construct executed by thread 
%d\n", 
omp_get_thread_num()); 
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} 
/* A barrier is automatically inserted here 
*/ 
#pragma omp for 
for (i=0; i<n; i++) 
b[i] = a; 
} /*-- End of parallel region --*/ 
printf("After the parallel region:\n"); 
for (i=0; i<n; i++) 
printf("b[%d] = %d\n",i,b[i]); 
 

This is the output, however, and may change from run to run. 

 

Single construct executed by thread 3 
After the parallel region: 
b[0] = 10 
b[1] = 10 
b[2] = 10 
b[3] = 10 
b[4] = 10 
b[5] = 10 
b[6] = 10 
b[7] = 10 
b[8] = 10 

 

Incorrect  use of the master construct  

This code fragment implicitly  assumes that variable Xinit is available to 

the threads after initialization. This is incorrect. The master thread might 

not have executed the assignment when another thread reaches it. The 

alternative is to use single construct. 

 
#include <stdio.h> 
#include <stdlib.h> 
void main() 
{ 
int Xinit, Xlocal; 
#pragma omp parallel shared(Xinit) 
private(Xlocal) 
{ 
#pragma omp master 
{Xinit = 10;} 
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Xlocal = Xinit; /*-- Xinit might not be available 
yet --*/ 
} /*-- End of parallel region --*/ 
} 

 

 The differences between single and master synchronization 

1. master will be executed by the master only while single can be 

executed by whichever thread reaching first the region; and 

2. single has an implicit barrier upon completion of the region, where 

all threads wait for synchronization, while master doesn't have any. 

 The differences between single and critical synchronization 

1. single specifies that a section of code should be executed by 

single thread (not necessarily the master thread) 

2. critical specifies that code is executed by one thread at a 

time 

So the former will be executed only once while the later will be executed 

as many times as there are of threads. 

For example the following code 

int a=0, b=0; 

#pragma omp parallel num_threads(4) 

{ 

    #pragma omp single 

    a++; 

    #pragma omp critical; 

    b++; 

} 

printf("single: %d -- critical: %d\n", a, b); 

will print 

single: 1 -- critical: 4 
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7. The schedule Clause 

 

 The schedule clause is supported on the loop construct only. 

  It is used to control the manner in which loop iterations are 

distributed over the threads, which can have a major impact on the 

performance of a program. 

 The syntax is 

                schedule(kind [,chunk_size] ). 

 
          The schedule clause specifies how the iterations of the loop 

are assigned to the threads in the team.      

           The granularity of this workload distribution is a chunk. 

 

 The types of the schedule clause are shown in the following table 
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Example : using the static schedule 

 
#pragma omp parallel 
{ 
#pragma omp for schedule(static,4) nowait 
for (i=0; i<n; i++) 
c[i] = (a[i] + b[i]) / 2.0; 
#pragma omp for schedule(static,4) nowait 
for (i=0; i<n; i++) 
z[i] = sqrt(c[i]); 
#pragma omp for schedule(static,4) nowait 
for (i=1; i<=n; i++) 

Schedule kind Description 

 

 

 

schedule(static [,chunk]) 

 Blocks of iterations of size “chunk” assigned to each 

thread 

 Round robin distribution 

 Low overhead, may cause load imbalance 

 The last chunk to be assigned may have a smaller 

number of iterations. 

 When no chunk size is specified, the iteration space is 

divided into chunks that are approximately equal in size. 

Each thread is assigned at most one chunk 

 

 

 

 

schedule(dynamic[,chunk]) 

 The iterations are distributed to threads in the team in 

chunks as the threads request them. 

 dynamic scheduling works on a "first come, first 

served" basis 

 Each thread executes a chunk of iterations, then requests 

another chunk, until no chunks remain to be distributed. 

 Each chunk contains chunk_size iterations, except for 

the last chunk to be distributed, which may have fewer 

iterations. 

 When no chunk_size is specified, it defaults to 1. 

 

 

schedule(guided[,chunk]) 

 The iterations are assigned to threads as the threads 

request them 

 Dynamic schedule starting with large block 

 Size of the blocks shrink; no smaller than “chunk 
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y[i] = z[i-1] + a[i]; 
       } 

 

Suppose n=22 , number of threads=4 then the distributed of each 

for loop in the example above will be: 

    Thread 0 :  0,1,2,3 

Thread 1:  4,5,6,7 

Thread 2:  8,9,10,11  

Thread 3:  12,13,14,15 

Thread 0:  16,17,18,19 

Thread 1:  20,21   

 

Example: using dynamic schedule 

Two runs with the same number of threads might (and most likely would) 

produce completely different results. 

 

#include <stdio.h> 
#include <omp.h> 
 
int main (void) 
{ 
  int i; 
  #pragma omp parallel num_threads(8) 
  { 
    #pragma omp for schedule(dynamic,1) 
    for (i = 0; i < 8; i++) 
      printf("[1] iter %d, tid %d\n", i, 
omp_get_thread_num()); 
    #pragma omp for schedule(dynamic,1) 
    for (i = 0; i < 8; i++) 
      printf("[2] iter %d, tid %d\n", i, 
omp_get_thread_num()); 
  } 
  return 0; 
} 

 

The output will be: 

 
[1] iter 0, tid 2 

[1] iter 1, tid 0 

[1] iter 2, tid 7 

[1] iter 3, tid 3 
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[1] iter 4, tid 4 

[1] iter 5, tid 1 

[1] iter 6, tid 6 

[1] iter 7, tid 5 

[2] iter 0, tid 0 

[2] iter 1, tid 2 

[2] iter 2, tid 7 

[2] iter 3, tid 3 

[2] iter 4, tid 6 

[2] iter 5, tid 1 

[2] iter 6, tid 5 

[2] iter 7, tid 4 

 

For guided scheduling, the partitioning of a loop is done based on the 

following formula: 

 

Block size=
𝑇𝑜𝑡𝑎𝑙 𝑛𝑢𝑚𝑏𝑒𝑟 𝑜𝑓 𝑖𝑡𝑒𝑟𝑎𝑡𝑖𝑜𝑠

2∗𝑁
 

Where N= the number of threads , For example, given a loop with B0 = 

800, N = 2, and S = 80, the loop partition is {200, 150, 113, 85, 80, 80, 80, 

12}. When (pi)4 is smaller than 80, it gets clipped to 80.  

When the number of remaining unscheduled iterations is smaller than S, 

the upper bound of the last chunk is trimmed whenever it is necessary.  

Example: A program for compute the summation of  two matrices 

#include <stdlib.h> 
#include <stdio.h> 
#include <omp.h> 
#define N       10 
int main ()  
{ 
  int nthreads, tid, i; 
  float a[N], b[N], c[N]; 
/* Some initializations */ 
for (i=0; i < N; i++) 
  a[i] = b[i] = i * 1.0; 
#pragma omp parallel shared(a,b,c,nthreads) 
private(i, tid) 
  { 
  tid = omp_get_thread_num(); 
  if (tid == 0) 
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    { 
    nthreads = omp_get_num_threads(); 
    printf("Number of threads = %d\n", nthreads); 
    } 
  printf("Thread %d starting...\n",tid); 
 
  #pragma omp for schedule(guided,chunk) 
  for ( i=0; i < N; i++) 
  { 
       c[i] = a[i] + b[i]; 
    printf("Thread %d: c[%d]= %f\n",tid,i,c[i]); 
  } 
    } 
/* end of parallel section */ 
  return 0; 
  }   
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8. Timing Routines 

 
The routines described in this section support a portable wall clock timer. 

 

• the omp_get_wtime routine. 

 

The omp_get_wtime routine returns a value equal to the elapsed wall clock time in 

seconds since some “time in the past”. The actual “time in the past” is arbitrary, but it 

is guaranteed not to change during the execution of the application program. 

 
double start; 
double end; 
start = omp_get_wtime(); 
... work to be timed ... 
end = omp_get_wtime(); 
printf("Work took %f seconds\n", end - start); 
 

Example 

 
#include <omp.h> 
#include <stdio.h> 
#include <windows.h> 
 
int main() { 
    double start = omp_get_wtime( ); 
    Sleep(1000); 
    double end = omp_get_wtime( ); 
    printf_s("start = %f\n end = %f\n diff = %f\n", 
             start, end, end - start);} 
 

9. Lastprivate Clause 

 
When a variable is declared as private, each thread gets a unique memory address of 

where to store values for that variable in the parallel region. When the parallel region 

ends, the memory is freed and these variables no longer exist. Lastprivate is a special 

case of private clause; it transfers values from the parallel region to the outside context. 

The syntax is : 
 

lastprivate(list ). 
 

It ensures that the last value of a data object listed is accessible after the 

corresponding construct has completed execution.  

 

Example of the lastprivate clause – This clause makes the sequentially last value of 

variable a accessible outside the parallel loop. 
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#pragma omp parallel for private(i) lastprivate(a) 
for (i=0; i<n; i++) 
{ 
a = i+1; 
printf("Thread %d has a value of a = %d for i = %d\n", 
omp_get_thread_num(),a,i); 
} /*-- End of parallel for --*/ 
printf("Value of a after parallel for: a = %d\n",a); 
 

 The Output from the example– Variable n is set to 5, and three threads are used. 

The last value of variable a corresponds to the value for i = 4, as expected. 

 
Thread 0 has a value of a = 1 for i = 0 
Thread 0 has a value of a = 2 for i = 1 
Thread 2 has a value of a = 5 for i = 4 
Thread 1 has a value of a = 3 for i = 2 
Thread 1 has a value of a = 4 for i = 3 
Value of a after parallel for: a = 5 
 

Correct execution sometimes depends on the value that the last iteration of a loop 

assigns to a variable. Such programs must list all such variables in a lastprivate clause 

so that the values of the variables are the same as when the loop is executed 

sequentially. This code shows another way to get the behavior of the lastprivate clause. 

 
void main () 
{ 

int i; 
#pragma omp parallel 
{ 
#pragma omp for lastprivate(i) 
for (i=0; i<n-1; i++) 
a[i] = b[i] + b[i+1]; 
} 
a[i]=b[i]; /* i == n-1 here */ 

} 
 
 
 

10. Firstprivate Clause 
The private data is also undefined on entry to the construct where it is specified. This 

could be a problem if we need to pre-initialize private variables with values that are 

available prior to the region in which they will be used. The initialization is carried out 

by the initial thread prior to the execution of the construct. The firstprivate clause is 

supported on the parallel construct, plus the work-sharing loop, sections, and single 

constructs. The syntax is 

 
                  firstprivate(list ). 
 

Example:  

 
j = jstart; 

#pragma omp parallel for firstprivate(j) 

{ 

   for(i=1; i<=n; i++){ 

      if(i == 1 || i == n) 

         j = j + 1; 
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      a[i] = a[i] + j; 

   } 

} 

Example  using the firstprivate clause – Each thread has a preinitialized copy of 

variable indx. This variable is still private, so threads can update it individually. 

 
 for(i=0; i<vlen; i++) a[i] = -i-1; 
indx = 4; 

#pragma omp parallel default(none) firstprivate(indx) \ 

private(i,TID) shared(n,a) 

{ 

for(i=indx; i<indx+n; i++) 

TID = omp_get_thread_num(); 

a[i] = TID + 1; 

} /*-- End of parallel region --*/ 

printf("After the parallel region:\n"); 

for (i=0; i<vlen; i++) 

printf("a[%d] = %d\n",i,a[i]); 

 

After the parallel region: 

 

a[0] = -1 

a[1] = -2 

a[2] = -3 

a[3] = -4 

a[4] = 1 

a[5] = 1 

a[6] = 2 

a[7] = 2 

a[8] = 3 

a[9] = 3 

11. Threadprivate Directive 

 
By default, global data is shared, but in some situations we may need private data that 

persists throughout the computation. The use of threadprivate pragma to specify the 

global variables that needs to be private to each thread.  Each thread gets a private or 

“local” copy of the specified global variables. The syntax is 

  
#pragma omp threadprivate(list) new-line 

 

Example  
int counter = 0; 

#pragma omp threadprivate(counter) 

int increment_counter() 

{ 

counter++; 

return(counter); 

 

} 
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Example  

 

C++ - threadprivate Directive Example  

 
#include <omp.h>  

int  a, b, i, tid; 

float x; 

#pragma omp threadprivate(a, x) 

  

Void main ()  

 { 

  printf("1st Parallel Region:\n"); 

#pragma omp parallel private(b,tid) 

  { 

  tid = omp_get_thread_num(); 

  a = tid; 

  b = tid; 

  x = 1.1 * tid +1.0; 

  printf("Thread %d:   a,b,x= %d %d %f\n",tid,a,b,x); 

  }  /* end of parallel section */ 

  

  printf("************************************\n"); 

  printf("Master thread doing serial work here\n"); 

  printf("************************************\n"); 

  

  printf("2nd Parallel Region:\n"); 

#pragma omp parallel private(tid) 

  { 

  tid = omp_get_thread_num(); 

  a = tid; 

  x = 1.1 * tid +1.0; 

  printf("Thread %d:   a,b,x= %d %d %f\n",tid,a,b,x); 

  }  /* end of parallel section */ 

 

} 

 

 

 

Output: 

 

1st Parallel Region: 

Thread 0:   a,b,x= 0 0 1.000000 

Thread 2:   a,b,x= 2 2 3.200000 

Thread 3:   a,b,x= 3 3 4.300000 

Thread 1:   a,b,x= 1 1 2.100000 

************************************ 

Master thread doing serial work here 

************************************ 

2nd Parallel Region: 

Thread 0:   a,b,x= 0 0 1.000000 

Thread 3:   a,b,x= 3 0 4.300000 

Thread 1:   a,b,x= 1 0 2.100000 

Thread 2:   a,b,x= 2 0 3.200000 

 

 

Example 

 
#define N 100 

int i; 

#pragma omp threadprivate(i) 
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double local_x[N],local_y[N],local_z[N],x[N],y[N],z[N]; 

#pragma omp threadprivate(local_x,local_y,local_z) 

 

int main(){ 

 

  for(i=0;i<N;i++) x[i]=y[i]=z[i]=0; 

 

  eval_local_xyz(); //suppose the content of local_x,local_y,local_z 

is now changed 

                   // these arrays are local to this function        

  // now we want to collect the local arrays into the global ones 

  #pragma omp parallel copyin(local_x,local_y,local_z) 

  { 

    #pragma omp critical  

    for(i=0;i<N;i++)  

    x[i]=x[i]+local_x[i]; 

    #pragma omp critical  

    for(i=0;i<N;i++)  

    y[i]=y[i]+local_y[i]; 

    #pragma omp critical  

    for(i=0;i<N;i++)  

    z[i]=z[i]+local_z[i]; 

  } 

} 
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12.copyin Clause 

 Provides a means for assigning the same value to Threadprivate variables for 

all threads in the team 

 The master thread variable is used as the copy source. The team threads are 

initialized with its value upon entry into the parallel construct. 

 The COPYIN clause applies only to variables that are declared as 

threadprivate. 

 

 

Example: 
 

#include <stdlib.h> 

float* work; 

int size; 

float tol; 

#pragma omp threadprivate(work,size,tol) 

void build() 

{ 

int i; 

work = (float*)malloc( sizeof(float)*size ); 

for( i = 0; i < size; ++i )  work[i] = tol; 

} 

void copyin_example( float t, int n ) 

{ 

tol = t; 

size = n; 

#pragma omp parallel copyin(tol,size) 

{ 

build(); 

} 

} 

 

Q what is the differences between the threadprivate directive and the private clause 

and in which cases we must use any of them?  

The most important differences you have to memorize: 

 Variables defined as private are undefined for each thread upon entering the 

construct and the corresponding shared variable is undefined when the parallel 

construct is exited; the initial status of a private pointer is undefined. A 
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private variable is local to a region and will most of the time be placed on the 

stack 

 A threadprivate variable on the other hand will be most likely placed in the 

heap or in the thread local storage (that can be seen as a global memory local 

to a thread). The data in the threadprivate common blocks should be assumed 

to be undefined on entry to the first parallel region unless a copyin clause is 

specified. When a common block appears in a threadprivate directive, each 

thread copy is initialized once prior to its first use. 

 

 

Example: using firstprivate and lastprivate 
int main()  

{ 

Int A =10,B, C,n =20; 

#pragma omp parallel 

{ 

#pragma omp for private(i) firstprivate(A) lastprivate(B) 

for (int  i=0; i < n; i++) { 

B = A + i; /* A undefined unless declared firstprivate */ 

} 

C = B; /* B undefined unless declared lastprivate */ 

} /* end of parallel region */ 

 

Example: Find min and max using critical constructor 

#include <omp.h> 

#include<iostream> 

using namespace std; 

#include<math.h> 

 

void main() 

{ 

  unsigned int  N=10000,a[100000]; 

 unsigned int min=a[0],max=a[0]; 

 for(int i=0; i<N; i++) 

    a[i] = rand()%100; 

#pragma omp parallel  

{ 

    int m_lmin_private = min; 

    int m_lmax_private = max; 

    #pragma omp for nowait 

    for (int i = 0; i < N; ++i) { 

https://en.wikipedia.org/wiki/Thread-local_storage
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        if (a[i] < m_lmin_private)           

            m_lmin_private = a[i];           

        else 

   if( a[i] > m_lmax_private)            

            m_lmax_private =a[i]; 

    } 

    #pragma omp critical 

    { 

        if (m_lmin_private<min)           

            min = m_lmin_private;     

        if (m_lmax_private>max)            

            max = m_lmax_private;                      

    } 

} 

cout<<max<<"  "<<min<<endl; 

system("pause"); 

} 

Example: reduction using static schedule  

Void main ()  

 { 

int   i, n, chunk; 

float a[100], b[100], result; 

/* Some initializations */ 

n = 100; 

chunk = 10; 

result = 0.0; 

omp_set_num_threads(2);  

#pragma omp parallel for private(i)  

for (i=0; i < n; i++) 

  { 

  a[i] = i * 1.0; 

  b[i] = i * 2.0; 

  } 

printf("Number of threads = %d \n",omp_get_num_threads() );  

 

omp_set_num_threads(4);  

 

#pragma omp parallel for  default(shared) private(i) 

schedule(static,chunk) reduction(+:result)   

 

  for (i=0; i < n; i++) 

    result = result + (a[i] * b[i]); 

 

printf("Final result= %f\n",result); 

pritf("Final number of threads = %d \n",omp_get_num_threads() );  

 

} 

 

 

Example: use barrier synchronization 

#pragma omp parallel    {  

    #pragma omp for private(i) nowait 

       for (i=0;i<100;i++) { 

          printf("Hello world \n");  

       }  /* end of loop without synchronization */   

    #pragma omp barrier 

    }   /* end of parallel region */  
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Example: program using  single construct 

a- Find the values of a[i] =a[i]*sum using two different parallel regions  
int sum = 0,alpha=3; 

// create b matrix 
for (i=0; i < n; i++) 

  b[i] = i * 2; 

// first parallel region 
#pragma omp parallel for reduction(+:sum)  

         for (i=0; i < j;  i++ ) { 

            a[i] = alpha*b[i] + a[i]; 

            sum = sum + a[i]; 

          }  /* end of parallel for, threads die  */ 

          sum = 1./sum; 

// second parallel region 
#pragma omp parallel for   

          for (i=0; i < j; i++) { 

              a[i] = a[i]*sum; 

          }  /* end of parallel for, threads die  */ 

b- Find the values of a[i] =a[i]*sum using one  parallel region  
 

 

#pragma omp parallel  

   {  

#pragma omp for reduction(+:sum)  

       for (i=0; i < j;  i++ ) { 

          a[i] = alpha*b[i] + a[i]; 

          sum = sum + a[i]; 

        }  /* end of omp  for the threads do not die, they do 

synchronize */  

        sum = 1./sum;  /* all the threads do this divide, by same 

value sum */  

#pragma omp for private(i)  

        for (i=0; i < j; i++) { 

           a[i] = a[i]*sum; 

        }  /* end of omp  for */ 

      }  /* end of parallel region, now the threads die */  

 

c- Find the values of a[i] =a[i]*sum using single construct in parallel region 

 

The time to invert (1/sum ) is negligible (ضئيلة( compared to the time to 

synchronize threads, but if we want only one thread to compute 1./sum, we 

could do the following. Again there is an implied synchronization at the single 

constructor.   
#pragma omp parallel  

   {  

#pragma omp for reduction(+:sum) private(i)  

       for (i=0; i < j;  i++ ) { 

          a[i] = alpha*b[i] + a[i]; 

          sum = sum + a[i]; 

        }  /* end of omp for */ 

#pragma omp single   

        { 

           sum = 1./sum; 

        }  /* this time only one thread did this divide  */  

#pragma omp for private(i)  

        for (i=0; i < j; i++) { 
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           a[i] = a[i]*sum; 

        }  /* end of omp for */ 

      }  /* end parallel region */  

 

 

 

 Example: Synchronization of Counter 

#include <omp.h> 

#include <stdio.h> 

#define N 10000000 

void main () 

 { 

int counter=0, i; 

#pragma omp parallel shared(counter) 

{ 

for (i=0; i<N; i++){ 

#pragma omp atomic 

counter+=1; 

} 

printf(" Counter = %d\n",counter); 

} 

13. Nested openmp loop 
 Several means have been developed to allow the programmer to share the work 

of several loops in a nest (rather than the current single level) among threads. 

 A collapse clause might be added to a loop nest to enable parallelization of 

multiple loop levels and will form a single loop and then parallelize it. 

 collapse(n) allows parallelism over n contiguously nested loops 

 A collapse specifies how many loops in a nested loop should be collapsed into 

one large iteration space and divided according to the schedule clause. 

  The sequential execution of the iterations in all associated loops determines the 

order of the iterations in the collapsed iteration space 

 
#pragma omp parallel for 

    for (int i=0;i<N;i++) 

    {  

      for (int j=0;j<M;j++) 

      { 

       //do task(i,j)// 

      } 

    } 

The code above will parallelize only the outer loop. To parallelize both you 

need to add a collapse clause: 

#pragma omp parallel for collapse(2) 

    for (int i=0;i<N;i++) 

    {  

      for (int j=0;j<M;j++) 

      { 

       //do task(i,j)// 

      } 

    } 

 

 

 

http://stackoverflow.com/questions/19818021/nested-openmp-loop
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 The problems associated with nested parallel loops are: 

 There are restrictions on loop's conditions: they must be independent. 

 In practice, it is usually most beneficial to parallelize the out-most loop only, 

parallelizing all the inner loops may give you too many threads.  

 Parallelizing inner loop will most likely create and destroy threads too often, 

and that's an expensive operation. Your CPU will be executing threading 

API calls instead of your workload. 

 One could use the schedule to load balance between the different threads. 

 
#pragma omp parallel for collapse(2)schedule(static,4) 

for (int i=0; i<N; i++) { 

for (int j=0; j<M; j++) { 

..... 

}  

 

 

Three categories of work sharing in OpenMP, Each of them automatically divides 

work among threads: 

 “omp for” construct 

 “omp sections” construct 

 “omp task” construct 
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Parallel programming 

First semester –Fourth stage 

Assist. Prof. Dr. Nada Hussein M. Ali 

Lecture 10 

14. Sections worksharing Construct 

 
 The sections construct is a non-iterative worksharing construct that contains a set 

of structured blocks that are to be distributed among and executed by the threads in 

a team. Each structured block is executed once by one of the threads in the team in 

the context of its implicit task. The Sections worksharing construct gives a different 

structured block to each thread. 

 

The syntax of the sections construct is as follows: 

#pragma omp sections [clause[ [,] clause] ... ] new-line 

{[ 

#pragma omp section new-line] 

structured-block 

[#pragma omp section new-line 

structured-block] 

... 

} 

 

where clause is one of the following: 

 private(list) 

 firstprivate(list) 

 lastprivate(list) 

 reduction(reduction-identifier : list) 

 nowait 

 

 

 

Example 

#pragma omp parallel 

         { 

#pragma omp sections 

{ 

#pragma omp section 

X_calculation(); 

#pragma omp section 

y_calculation(); 

#pragma omp section 

z_calculation(); 

} 

   } 

By default, there is a barrier at the end of the “omp sections”. Use the “nowait” clause 

to turn off the barrier. 

There is  an “s” here 

There is  no “s” here 
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 The advantage of Parallel Sections independent sections of code can execute 

concurrently which  reduce execution time 

 
#pragma omp parallel sections 

{ 

#pragma omp section 

  phase1(); 

#pragma omp section 

  phase2(); 

#pragma omp section 

  phase3(); 

} 

 

 

 

 

 

 

 

 Some notes about section worksharing construct 

 

1. Each structured block in the sections construct is preceded by a section 

directive except possibly the first block, for which a preceding section 

directive is optional. 

 

2. There is an implicit barrier at the end of a sections construct unless a nowait 

clause is specified. 

3. The code enclosed in a sections construct must be a structured block. 

4. Only a single nowait clause can appear on a sections directive. 

 

Example 

 
#include <stdio.h> 

#include <omp.h> 

void main() { 

printf("Start with 2 procs\n"); 

#pragma omp parallel sections num_threads(2) 

{ 

#pragma omp section 

{ 

printf("Start work 1\n"); 

double startTime = omp_get_wtime(); 

while( (omp_get_wtime() - startTime) < 2.0); 

printf("Finish work 1\n"); 

} 

#pragma omp section 

{ 

printf("Start work 2\n"); 

double startTime = omp_get_wtime(); 

while( (omp_get_wtime() - startTime) < 2.0); 

printf("Finish work 2\n"); 

} 
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#pragma omp section 

{ 

printf("Start work 3\n"); 

double startTime = omp_get_wtime(); 

while( (omp_get_wtime() - startTime) < 2.0); 

printf("Finish work 3\n"); 

} 

} 

System(“pause”); 

} 

 

The output will be 

 
Start with 2 procs 

 Start work 1 

 Start work 2 

Finish work 1 

Start work 3 

 Finish work 2 

Finish work 3 

Press any key to continue... 

 

In the following example of the sections construct the firstprivate clause is used to 

initialize the private copy of section_count of each thread. The problem is that the 

section constructs modify section_count, which breaks the independence of the 

section constructs. When different threads execute each section, both sections will print 

the value 1. When the same thread executes the two sections,one section will print the 

value 1 and the other will print the value 2. Since the order of execution of the two 

sections in this case is unspecified, it is unspecified which section prints which value. 

 

Example  

 
#include <omp.h> 

#include <stdio.h> 

#define NT 4 

int main( ) { 

int section_count = 0; 

omp_set_dynamic(0); 

omp_set_num_threads(NT); 

#pragma omp parallel 

#pragma omp sections firstprivate( section_count ) 

{ 

#pragma omp section 

{ 

section_count++; 

/* may print the number one or two */ 

printf( "section_count %d\n", section_count ); 

} 

#pragma omp section 

{ 

section_count++; 

/* may print the number one or two */ 

printf( "section_count %d\n", section_count ); 

} 

} 

 

} 
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Example:   find the multiplications and addition of two arrays 
 

#include <omp.h> 

#include <stdio.h> 

#include <stdlib.h> 

#define N     50 

 

void main ()  

{ 

int i,tid, section; 

int a[N], b[N], c[N]; 

 

#pragma omp parallel private(c,i,tid,section) num_threads(2), 

  { 

   #pragma omp sections  

    { 

    #pragma omp section  

      { 

      tid = omp_get_thread_num(); 

      section = 1; 

      for (i=0; i<N; i++) 

      c[i] = a[i] * b[i]; 

      print_results(c, tid, section); 

      } 

 

    #pragma omp section 

      { 

      section = 2; 

      tid = omp_get_thread_num(); 

      for (i=0; i<N; i++) 

        c[i] = a[i] + b[i]; 

      print_results(c, tid, section); 

      } 

 

    }  /* end of sections */ 

} 

   

void print_results(int c[N], int tid, int section)  

{ 

  int i; 

 

  #pragma omp critical 

  { 

  for (i=0; i<N; i++) 

    printf("%d  ",array[i]); 

    printf("\n"); 

  } /*** end of critical ***/ 

 

  #pragma omp barrier 

  printf("Thread %d done and synchronized.\n", tid);  

 

} 
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15. Task constructor 
 A task is a specific instance of executable code and its data environment, generated 

when a thread encounters a task construct 

 

 Tasks are independent units of work and a thread is assigned to perform each created 

task. Tasks might be executed immediately or might be deferred (The runtime 

system decides which of the above). 

 

 Allows parallelization of irregular problems Unbounded 

 Unbounded loops (ex. while statement) 

 Recursive algorithms 

 

 Tasks are composed of 

 code to execute 

 data environment 

 An assigned thread that executes the code and uses 

 the data 

 

 Two activities: packaging and execution 

 A thread packages new instances of a task (code and data) 

 Some thread in the team executes the task at some  

later time 

 

 The syntax of the task construct is as follows: 

 

#pragma omp task [clause[[,] clause] ...] new-line 

structured-block 

 

where clause is one of the following: 

 

if(scalar-expression) 

final(scalar-expression) 

untied 

default(shared | none) 

mergeable 

private(list) 

firstprivate(list) 

shared(list) 

 

 Data scoping rules: 

 Global variables are shared 

 Local variables are private 

 The default for tasks is usually firstprivate, because the task may not be 

executed until later 
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int b , c ; 

#pragma omp parallel private ( b ) 

{ 

int d ; 

#pragma omp task 

{ 

int e ; 

b = firstprivate 

c = shared 

d = firstprivate 

e = private 

} 

} 

 

 #pragma omp taskwait 

 Acts like barrier 

 Waits until all child tasks have finished 

 

Example: 

 
int fib (int n) 

{ 
int i,j; 

if(n < 2) return n; 

else { 

#pragma omp task shared(i) firstprivate(n) 

i = fib (n – 1); 

#pragma omp task shared(j) firstprivate(n) 

j = fib (n – 2); 

#pragma omp taskwait 

return i + j; 

} 

 

} 

int main() 

{ 

int n = 10; 

omp_set_num_threads(4); 

#pragma omp parallel shared(n) 

{ 

#pragma omp single 

printf(“fib (%d) = %d \n”, n, fib(n)); 

} 

} 

 

 

 The taskwait directive ensures that the 2 tasks generated are completed before 

the return statement 
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 Although, only one thread executes the single directive and hence the call to 

fib(n), all four threads will participate in the execution of the tasks generated 

 

 Why are tasks useful? 

     Have potential to parallelize irregular patterns and recursive function calls (as in 

previous example) 

 

#pragma omp parallel 

{ 

#pragma omp single 

{ // block 1 

node *p = head_of_list; 

while (p) { //block 2 

#pragma omp task private(p) 

            process(p);  // task block 

p = p->next; //block 3 

} 

} 

} 

 

 

 

 

 

 

 

 

As shown in the figure above; in parallel region ; block1 is executed only once, 

when a thread encounters a task construct a task is generated and the task can be 

immediately executed or it can be executed later by any thread in the team.  

1. Thread 1 execute block1 (   node *p = head_of_list;) , all other threads prevent 

to executed since a single construct is embedded. 

2. block2 (of task1) start execution ( process(p);), while   thread1 implement 

block3 (belong to task2 :p = p->next)  at the same time to prepare for next node 

processing, but thr3 and thr4 still idle. 

3. The next block2(of  task2)  now could be executed by thr3 since its node is 

created by thr1 ,while thr2 still execute block2( task1) ,also thr1 at the same 

time execute block3 creation node for next step. 

4.  And so on 

5. One threads adds all tasks to queue 

6. There are only one task queue 

 In practice every thread has task queue 

 Threads can steal tasks 

7. The OpenMP creates a pool of tasks to be executed by the active threads in the 

team as shown in figure below. 

 

 

Thr4 
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